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Why Decentralization?

Centralized System

> Single point of failure

Trust and privacy issues

Need to scale compute, storage and bandwidth

» Scaling: O(data)

AloTwin



Why Decentralization?

Centralized Federated System

» Single point of failure

Trust and privacy issues

Need to scale compute, sterage and bandwidth

» Scaling: O(data nodes)

25/09/2023 AloTwin 5



Why Decentralization?

Decentralized System

P2P communications:
no single point of failure

— B

/
)

No central “privileged” entity

Compute and bandwidth
scale “naturally” with nodes
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How do we do 1t?

« Can we do what FL does but without a central aggregator?
« “Basic” FL computes the average of the local models

* Therefore: we need a decentralized averaging protocol!
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Gossip Protocols
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What are Gossip Protocols?

A large family of approaches to quickly spread information
across a network of devices, without central coordination

on timeout:
p <- GetPeer()
TalkWith(p)
set timeout T

on contact from q:
TalkWith(q)
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Gossip Averaging

Each node own a single scalar x
Objective: compute and distribute to all nodes the average p of all scalars

<= X

on timeout:

p <- GetPeer()
Send(p, Req(p))
set timeout T

on receive Req(p’) from q:

@ U <-(p+p") /2

25/09/2023 AloTwin
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Gossip Averaging

Each node own a single scalar x
Objective: compute and distribute to all nodes the average p of all scalars

b <- X

on timeout:

p <- GetPeer()
@ @ Send(p, Req(p))
set timeout T
on receive Req(p’) from q:

U<- (W+p) /2
Send(qg, Resp(u))

@ on receive Resp(p') from p:
ho<-
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Gossip Averaging

Each node own a single scalar x
Objective: compute and distribute to all nodes the average p of all scalars

b <- X

on timeout:
p <- GetPeer()

Send(p, Req(p))
set timeout T

on receive Req(p’) from q:
b<-(W+p') /2
Send(qg, Resp(p))

on receive Resp(p') from p:
po<-p’
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Gossip Protocols

25/09/2023

« Fast O(log #nodes) convergence

« Can compute almost any dataset statistic

* Fully asynchronous — no coordination

AloTwin

13



A Different Approach

25/09/2023

A “message perspective”

« Carry sum and count, can
always compute average

 Perform a random walk over
the set of nodes

» Slow O(#nodes) convergence

AloTwin 14



A Different Approach (but Smarter)

‘ Multiple random walks at the
same time

Q Merge messages as they travel
across the network

Q Fast O(log #nodes) convergence
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Advantages of Random Walks

* “Fire and forget”: fault-tolerant uni-directional communication

 What is we don’t have all-to-all connectivity?
« Random walks on restricted networks are well-understood

« Handle concept drift
- Data may change over time

* Mix “old” and “new” random walks to capture both long- and short-term
behaviour

* More suitable for iterative processes

25/09/2023 AloTwin
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Gossip Learning

@ @ : | _ |

m( < (| D — = lterative, decentralized averaging of
f \ locally trained neural networks

= -> ‘\1  Random walk-based averaging

;

N

* Average each trainable parameter
of the neural network individually
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What Is a Graph?

* In general: G = (V, E)
'\

set of nodes set of edges

« Oftenin ML: G = (X, A)

/'

NXF feature matrix

NxN adjacency matrix e C:C{' 82 _NH,
\ ~c” ¢
* Optionally: heterogeneous nodes/edges, HC‘C\ 'cle i
directed edges, edge features, ... u/

adapted from https://journals.plos.org/ploscompbiol/article?id=10.1371/journal.pcbi.1008504
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Why Graph Representation Learning?

w1 o [l

NXxD Insights and
G=(XA _ Pt
/(. Q independent predictions
NXF NxN data points

graph (node embeddings)
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Graph Neural Networks

GNNs embed a node by aggregating the embeddings of its neighbours

GNN Layer 1 X

< >
8, GNN Layer 2 AGG e G
< Y > Hll / ‘
Task-Specific

/
4Output Layer . H /

2

/
04— ML 4—‘<—AGG e AGG \

&

(o)

(&)

oW 3w e

JEN(D)
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Graph Neural Networks

Most effective family of techniques

for Graph Representation Learning NN Laver Y
ayer X

Wide variety of trainable aggregation SNNLlaver? | m o

fu nCtlonS Task-Specific

Output Layer
< p Yy > H

Huge research area @ —E—@-
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Scenario: Decentralized Graphs

Each device is a node in a graph,

/ D- with domain-specific edges

Note: distinction between the

graph to learn and the device
25/09/2023 AloTwin 24
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The Problem

“Independent” device data:
* Local inference
* Local model updates

HH
HH
BHH||<
HH
HH
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The Problem

GNN Layer 1 X
<
Task-Specific

GNN Layer 2 AGG

< Yy > H, / ‘o
Output L

p utpu ayer> .

°<—ML<—.<—

|| €<

Device data graph:

* Non-local inference
) ©| |@]|®

* Non-local model updates
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Decentralized Graph Learning
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The (new) Problem(s)

« Forward embedding propagation:
- Large bandwidth requirement GNN Layer 1
<

» Forward locking - &
ONNLlayer2 AGG G
« Backward gradient propagation: ’/
* Let’s double the bandwidth! 4;6‘;‘;3'1’5;;2‘; w

« Backward locking

Q= —@=

el L
<

<O
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Reducing the Bandwidth

 Embedding compression
* Quantization GNN Layer 1
e Structured sparsity )

X
>

-
GNN Laver 2 AGG G
< Y > Hll / ‘
AGG (g

| | . Task-Specific
o uNOISy” Slgnal mOdU|at|0n <Output Layer . M,

04— ML<—‘<—

« Adaptive compression/modulation
« Depending on constraints, e.g. channel noise AGG —‘
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Re-Designing the Training

gradient stops: no
gradients between layers

*
.
.
.
.
.
-t
.
.
.
"
.

— GNN Layer 1

X
) :.
from self and

— -
neighbours p GNN Layer 2 . H, 4 AGG ‘o

Task-Specific

SSL from distant < Output Layer > H,
loss : nodes
F i Q — ML <—.<
o e, —
each layer has a local caching of all
self-supervised loss input messages
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Takeaways

* Think sustainable!
« Scalability and efficiency at scale
 Reliability and fault tolerance
« Data privacy and security

* Think decentralized!
* Not a panacea, but a useful perspective

» Gossip protocols:
« A simple, powerful abstraction to compute almost anything in a decentralized way
« A useful item In your toolbox

AloTwin



More Takeaways

 Think with graphs!
« Graphs are everywhere and contain tons of information
« Graph Representation Learning allows you to unlock this knowledge

» Decentralized Graph Learning:
* Alot of research opportunities here
 Also a variety of potential use-cases

AloTwin



Useful References

Discussion about decentralization:

* Intro of this PhD thesis: L. Giaretta, Towards Decentralized Graph Learning, link

Gossip:

« Gossip protocols in general [overview paper]: A. Montresor, Gossip and Epidemic Protocols, link

 First Gossip Learning paper [research paper]: R. Ormandi et al., Gossip Learning with Linear
Models on Fully-Distributed Data, link

« More Gossip Learning [research paper]: L. Giaretta et al., Gossip Learning: Off the Beaten Path,
link

Graph Representation Learning:

« GRL in general [old overview paper]: W. H. Hamilton et al., Representation Learning on Graphs:
Methods and Applications, link
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https://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-327016
http://disi.unitn.it/~montreso/ds/papers/montresor17.pdf
https://arxiv.org/pdf/1109.1396.pdf
https://people.kth.se/~sarunasg/Papers/Giaretta2019GossipLearning.pdf
https://arxiv.org/pdf/1709.05584.pdf

Useful References

Graph Representation Learning (cont’d):
* GNNs [survey paper]: Z. Wu et al., A Comprehensive Survey on Graph Neural Networks, link

Decentralized Learning on Graphs:

« Decentralized GNN training [preprint]: L. Giaretta et al., Fully-Decentralized Training of GNNs
using Layer-wise Self-Supervision, link

* Interesting application of decentralized GRL inference for 10T botnet detection [preprint]: L.
Giaretta et al., Metasoma: Decentralized and Collaborative Early-Stage Detection of loT Botnets,
link
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https://ieeexplore.ieee.org/abstract/document/9046288
https://www.diva-portal.org/smash/get/diva2:1745180/FULLTEXT01.pdf
https://www.diva-portal.org/smash/get/diva2:1749019/FULLTEXT01.pdf
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Thank You!
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