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B Roadmap

 Distributed computing continuum systems
o Next-gen loT services
o The computing continuum
o Fog and edge computing
Perspectives in DCCS orchestration
o Infrastructure provider perspective: Resource orchestration
o Service provider perspective: Service orchestration
Infrastructure technologies
o Connectivity
o Computation
DCCS & edge intelligence
o Al for the edge vs. Al on the edge
o Examples: Orchestrating distributed ML pipelines

Recap
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mn Emerging loT services sl

. Data-driven
o Al/ML processes becoming more and more relevant

« Increasingly complex structures and workflows

« Massive numbers of devices
o Itiis where (lots of) data originate

. Applications: industrial, transportation, energy, health, agriculture,
smart city, personalized loT services, ...

dsg



BHE Examples . dsg

« Large-scale monitoring services

o E.g., environmental, smart-city, ...
o Collect data from loT devices, such as sensors, user devices, etc.

o Data analytics to draw conclusions at local, regional, country-scale, global levels
o Act on data at different timescales (short- vs. long-term)

. Al/ML workflows
o Collect data from devices and preprocess them
o Train ML models —a computationally intensive task
o Serve models — inference at runtime, a latency-sensitive task



BEE The traditional way

« Cloud-centric design
o loT data are pushed to remote DCs for centralized processing

. This approach was well-grounded
o Data-driven services are resource-hungry
o “Infinite” compute capacity

. However, its limits are also becoming better understood
o Data transport strains the network infrastructure
o Cloud service instances are too “far” for latency-sensitive loT
o Privacy is threatened

dsg



BEE New developments :%2dsg

Fog Domain |

|
|
l Edge Domain | p——Cloud Domain——

s \__ Fog nodes

((r&ﬂ\ (@)

End devices,PAN/LAN space Mobile/access network edge Central clouds

® A device-to-cloud compute continuum emerges

e |oT devices are more powerful and better connected
o Al accelerators, multi-core architectures, low cost single-board computers, etc.

e More abundant computation also nearby
o Other devices in vicinity (e.g., at home, on premise), telco edge data centers, ...

e Edge computing: moving computation near data for enhanced privacy, reduced latency, synergistic
distribution of tasks.



The computing continuum
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B The Computing Continuum sl

l Fog Domain I

| Edge Domain | ————Cloud Domain———

End devices, PAN/LAN Mobile/access network edge Core/Data Network/ Central clouds
space Internet

A wildly heterogeneous multi-domain computation
and communication environment!

dsg



BIH The Computing Continuum . dsg

Fog Domain I
Edge Domain | ———Cloud Domain——|

End devices, PAN/LAN Mobile/access network edge Core/Data Network/
space Internet

Central clouds

volatile, wireless, mobile
resource-constrained, unreliable

user-controlled



BIH The Computing Continuum . dsg

Fog Domain I

Edge Domain | ———Cloud Domain——|

End devices, PAN/LAN Mobile/access network edge Core/Data Network/ Central clouds
space Internet

volatile, wireless, mobile Low latency

resource-constrained, unreliable General purpose compute

user-controlled Telco-controlled



BIH The Computing Continuum . dsg

Fog Domain I

Edge Domain | ———Cloud Domain——|

End devices, PAN/LAN Mobile/access network edge Core/Data Network/ Central clouds
space Internet

volatile, wireless, mobile Low latency “Unlimited” cheap resources

resource-constrained, unreliable General purpose compute high availability

user-controlled Telco-controlled Cloud provider-controlled



BEEl Edge & Fog Computing - dsg

Situating computation closer to end-devices

. Computation includes data processing, compression, decision making,
etc.

. Emerging applications range from autonomous vehicles, augmented
reality to smart systems

. Low latency, decentralization, less signalling and communication
overhead



B Edge & Fog Computing: Definitions . dsg

According to the Industrial loT/OpenFog Consortium:

. Edge Computing: Distributed computing that is performed near the edge,
where the nearness is determined by the system requirements. The Edge is
the boundary between the pertinent digital and physical entities,
delineated by loT devices.

. Fog Computing: A system-level horizontal architecture that distributes
resources and services of computing, storage, control and networking
anywhere along the continuum from Cloud to Things.



BB Where is the edge? Different views s~. dsg

. Telcos: Edge of the operator-controlled network (4G/5G base stations,
edge routers)
« Others: First hop of loT device, or end-device itself



B Edge vs. Fog: Key differences s~. dsg

. Fog computing has a wider scope
. Fog computing
o Deeply-hierarchical, multi-layer architecture
- Computation anywhere among collaborating entities all along the loT cloud
continuum
. Edge computing
o Typically spans mostly up to the edge of the operator’s network

- Computation on-device or offloaded 1 hop away (other local device, edge
server collocated with Wi-Fi AP, gateway, LTE base station, etc.)

« Multi-access Edge Computing: More narrow (but more clearly-defined)
case of edge computing



Orchestration perspectives
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B Distributed Computing Continuum System =< dsg

« DCCS: Service components + Allocated Resources
. Important: Different entities in control

. Key entities
o Service provider (incl. developers)
o End user
o Infrastructure/resource provider
o In DCCS, these may overlap!



BEE On orchestration s~. dsg

. Decades-old term in ICT
- Some early mentions in the context of autonomous systems (1980s)
- Wide use within Service-Oriented Computing (2000s; see Papazoglou et al.), Cloud Computing, Network
Softwarization (2010s-)
- See de Sousa et al. for some history

. Different role & techniques in different contexts

. Service/resource/data/network/... orchestration
- Common theme: Coordination of interacting components towards specific goals

. Our (broad) definition for this tutorial
- DCCS lifecycle management
- Includes service/application and resource layer components & functions
- Includes management and configuration decisions

M.P. Papazoglou, P. Traverso, S. Dustdar, F. Leymann, “Service-Oriented Computing: State of the Art and Research Challenges,” Computer, vol. 40(11), 2007.
N.F.S. de Sousa, D.A.L. Perez, R.\V. Rosa, M.A.S. Santos, C.E. Rothenberg, “Network Service Orchestration: A survey,” Computer Communications, vol. 142-143,
20109.



BB Two perspectives :%:dsg
. Infrastructure vs. service/app layer

. How to address these jointly, in a generic and self-adaptive way?
o Eventual goal: maximize user experience & provider profit
- Developers cannot/don’t want to care about infrastructure
o Infra providers want to support diverse services, but each service has its own
quirks

. Need orchestration mechanisms that autonomously drive DCCSs
following user, developer & provider requirements & intent



Network infrastructure technologies
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BEE Connectivity technologies for DCCS

. Wireless Local/Personal Area Networks
> Connectivity at the local/personal space
o Wi-Fi, Bluetooth, ZigBee, 6LoWPAN, ...
o High(er) throughput, lower coverage, local gateway as aggregation point

. Wide Area Networks
o Direct access to “remote” gateway
o 4G LTE, 5G
o Low Power Wide Area Networks: LoRa, SigFox, LTE-M, NB-loT



B Low Power Wide Area Networking s dsg

Typical characteristics and requirements

. Event-driven or periodic data transmission
- Small packets, typically infrequently (e.g, order of seconds, minutes, or even
more)
o Low bandwidth requirements

. Very large number of devices -> networking hardware should be cheap
. May need long-range wireless connectivity
o Bluetooth, Wi-Fi, ZigBee not enough

. Should operate at (very) low power
o 4G more power-hungry



B Technologies for LPWAN

3 main candidate technologies
o ...but many more exist

LoRa: Proprietary PHY, low cost, operates

in unlicensed spectrum
o LoRaWAN: open specs for the higher
network layers

SigFox: Proprietary PHY, very low
bandwidth & payload (<12B), unlicensed
spectrum, run by SigFox operator

LTE-M, NB-loT: The response of the
operators, can reuse same 4G h/w
o Will also be supported in 5G

. dsg

Scalability

—o— Sigfox
Latency
& LoRa
Performance S
NB-loT
Payload Length Coverage
QoS Deployment
Battery Life Cost Efficiency

Source: Mekki et al., “A comparative study of LPWAN technologies for
large-scale loT deployment,” ICT Express, vol. 5(1), March 2019.



BEE® LoRaWAN or NB-loT? :%:dsg

LoRaWAN allows full end-to-end control of the network

® Devices, gateways, network server stack, loT service components

® Free spectrum, zero fees possible...

® ...but more managerial overhead

e Multiple service models available: full e2e solution, devices+gateways only, community
gateways, community/commercial network server stack

NB-loT uses the mobile network operator’s infrastructure

® ...but relieves the loT service provider of network management overheads
e Like 4G/5G (SIM card, various subscription models)
® Brings IP endpoint directly to the device — can talk directly to cloud server (no

gateway)
e A bit more expensive device h/w

P.A. Frangoudis, C. Tsigkanos, and S. Dustdar, “Connectivity Technology Selection and Deployment Strategies for loT Service Provision Over
LPWAN,” IEEE Internet Comput., vol. 25(1), pp. 61-70, 2021.



I 5G (and beyond)

Network softwarization and programmability

Beyond the monolithic design of past generations

Network architecture design: built on service-oriented architecture principles
Different service classes for different applications: eMBB, URLLC, mloT
Network slicing to support customizable services

Edge computing as a first class concept

® Supported by standards

Maybe the only realistic way to support next-gen loT services with low latency

Al-driven operation for zero-touch network & service management

Key goal for beyond B5G/6G systems: pervasive intelligence (both for and by the
network)

dsg



BHE Network slicing: High-level view . dsg
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l. Afolabi, T. Taleb, P. A. Frangoudis, M. Bagaa, A. Ksentini, “Network Slicing-Based Customization of 5G Mobile Services,” IEEE Network, vol.
33(5), pp. 134-141, 2019,
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B Network slicing: Orchestration aspects s~. dsg
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BBl Service-provider perspective: flexible s> dsg
allocation of network resources

Use standardized APIs to allocate and manage network resources
. ETSI & 3GPP: A lot of standardization work on network slicing

Network slice orchestrator & customer-facing APIs

. Definition, instantiation & lifecycle mgmt

. Verticals get their own customized, dedicated e2e virtual network:
RAN, transport, core network + virtual app components

. Express KPIs that the slice provider needs to meet



mn Operator perspective: zero-touch network s%2dsg
management

« Provision and manage resources to meet the aforementioned tenant
requirements automatically

. Apply the classical framework of autonomic computing (MAPE-K)
o Monitor network environment and status
o Analyze current state
o Plan management and orchestration actions
o Execute over distributed network/compute infrastructure
o Learn on massive volumes of monitoring data

. Heavily rely on Al/ML
o Distributing intelligence from the edge (RAN) up to the core



BEER Research challenges & approaches for s~. dsg
zero-touch network management

® Deal with monitoring load
o Large volumes of network (and service) monitoring data

® Accurate predictions
o How will network conditions & workload evolve? Can we forecast demand?
o Revenue optimization while meeting tenant SLAs: Overprovisioning vs. SLA violations

® Alarge space of potential actions, hard optimization problems to solve
o Deep learning & RL to the rescue
o Quite a few survey articles on the topic already

e Multi-domain environment
o  Stitching resources from different providers & control domains
o Harder to do root cause analysis

E. Coronado, R. Behravesh, T. Subramanya, A. Fernandez-Fernandez, M. S. Siddiqui, X. Costa-Pérez, R. Riggio, “Zero Touch Management: A
Survey of Network Automation Solutions for 5G and 6G Networks,” IEEE Commun. Surv. Tutorials, vol. 24(4), pp. 2535-2578, 2022.
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BB Compute landscape s~. dsg

e Mix of different compute capabilities and orchestration/management frameworks
along the continuum

e Convergence on virtualization technology
o Virtual machines in cloud DCs, containers widely supported
o ...except for low-end hardware at the edge
o Easier to port/migrate software

® However, no established standards across cloud providers
o Problem for service providers/end users
o No incentives for global players, contrary to the telco world



B Container orchestration s~. dsg

e Automate the deployment and management of application components hosted in containers
o Fundamental for modern microservices-based applications
o Fundamental for serverless computing

e The way to go for edge/fog environments
o VMs often too heavy to fit, migration & scaling out problematic

e Kubernetes: the de facto solution
o More lightweight variants for edge computing environments (K3s, KubeEdge, MicroK8s, ...)

. Cilic, P. Krivic, I. Podnar Zarko, and Mario Kusek, “Performance Evaluation of Container Orchestration Tools in Edge Computing Environments,”
Sensors, vol. 23(8), 2023.



mn Container orchestration s~. dsg

® Resource allocation
o E.g., scaling, placement
o Needs to follow application requirements and environment dynamics
o Typically threshold-based mechanisms

® More advanced schemes are a topic of active research
o Don’t miss the hands-on session by Thomas!



BB Edge-specific problems :%:dsg
. As usual, resource constraints hit

« Orchestration software itself needs resources

. Slow initialization & execution on low-end hardware
o May hinder edge serverless: massive cold-start delays on h/w such as RPis
> Need proactive mechanisms and/or new container runtimes (e.g., wasm-based)

P. Gackstatter, P. A. Frangoudis, S. Dustdar, “Pushing Serverless to the Edge with WebAssembly Runtimes,” Proc. IEEE/ACM CCGRID, 2022.



mn Special case: Multi-access Edge Computing =<~ dsg

Architectures and interfaces to standardize:
- The deployment of 3rd party applications at the edge of the 4G/5G mobile network
- Ways these apps can provide and consume edge services

. Tailored to a network operator-controlled edge infrastructure

. Consumer-oriented services
- AR/VR, computation offloading (e.g., mobile gaming), multimedia services, ...

. Operator and 3rd party-oriented services
> Radio network monitoring/troubleshooting, video analytics, connected vehicles, ...

. Critical enabler for 5G. Why?

- Enables Ultra Reliable and Low Latency Communication (URLLC) and enhanced Mobile BroadBand
(eMBB) services

. Important difference with traditional clouds: end-user context available to edge apps



B ETSI MEC % dsg

« Large number of groups and standards documents by ETSI
o Reference architecture, interfaces for consuming MEC services, etc.
o More info:
o Main document (detailed arch. specification):

. Open environment for integration of apps from vendors, service
providers, and 3rd parties across multi-vendor MEC platforms

. Renamed from “Mobile” to “Multi-access” Edge Computing (09/2017)
o To encompass not only “traditional” mobile access (e.g., LTE), but also other
technologies (wired, Wi-Fi, LPWAN, ...)


https://www.etsi.org/technologies/multi-access-edge-computing
https://www.etsi.org/deliver/etsi_gs/MEC/001_099/003/02.01.01_60/gs_MEC003v020101p.pdf
https://www.etsi.org/deliver/etsi_gs/MEC/001_099/003/02.01.01_60/gs_MEC003v020101p.pdf

B Typical workflow s~. dsg

. Application provider prepares the application
o Needs to package it appropriately incl. standard-format “manifest”

. Onboards the application package to MEC system
o Uses REST APl endpoint of MEC orchestrator
o Now the application is available for instantiation

. Application provider or other 3rd party instantiates the application

. The application instance subscribes to MEC services it wishes to consume
- E.g., Radio Network Information Service (RNIS), Location Service, traffic offloading
o REST APl endpoints are provided by MEC platform

. If app has requested specific user traffic to be offloaded to it, MEC
platform applies the appropriate traffic steering rules



DCCS and edge intelligence
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mn Edge Intelligence s~. dsg

® The confluence of edge computing and Al
o Fueled by developments in computing platforms, communication technology, Al

e We should not necessarily restrict the scope to the edge
o Synergistic computation along the continuum

® Two dimensions
o Al for the edge
o Al on the edge

Shuiguang Deng, Hailiang Zhao, Weijia Fang, Jianwei Yin, Schahram Dustdar, Albert Y. Zomaya, “Edge Intelligence: The Confluence of Edge
Computing and Artificial Intelligence,” IEEE Internet of Things Journal, vol. 7(8), pp. 7457-7469, 2020.



B Al for the edge :%:dsg

. Intelligence-enabled edge computing

. Hard optimization problems to solve
- How to improve the operation of edge compute infrastructure
o E.g., joint network & compute resource allocation

. Use Al/ML to solve these problems more efficiently



B Al for the edge: infrastructure perspective < dsg

. How to optimally orchestrate resources to meet application
requirements?

. Examples

o Compute resource allocation: how many CPUs to add?

o Placement: which is the most appropriate host to deploy a container?

o Migration: when to shift a service component to another host?

o Network resource allocation: how to adapt RAN slice resources to deal with
changes in radio conditions, mobile user locations, etc.?



W Al for the edge: service perspective oo
. How to orchestrate a service running in the continuum?

. Examples
> Routing application requests to the lowest-latency server (edge vs. cloud)
o Service-provider-initiated placement, migration, etc.
o Cache management —e.g., which video to evict from an edge cache

. Various problem-specific Al-based solutions in the literature

dsg



B Al on the edge sl
. How to run Al models on edge computing resources

. Framework for training & inference w. device-edge-cloud synergy

. Research areas
o Network/system support for ML
- Federated/distributed learning design
o Split computing
o Edge-tailored neural architectures
o Specialized hardware
o Al/ML operationalization (MLOps)

dsg



B Al on the edge: infrastructure perspective *: dsg

. System/middleware support to run arbitrary Al models efficiently
o Split computing runtimes
> Environment/APIs for 3rd parties to deploy their ML models (e.g., DNNs)
o Edge Al hardware availability

. How to schedule Al workloads on edge computers?
> Placement/resource allocation problems
- Workload awareness (e.g., need for GPUs, reliable connectivity for FL, etc.)

Y. Matsubara et al., “Split Computing and Early Exiting for Deep Learning Applications: Survey and Research Challenges,” ACM Comput. Surv., vol. 55(5), 2023.
Y. Li et al., “TapFinger: Task Placement and Fine-Grained Resource Allocation for Edge Machine Learning,” Proc. IEEE INFOCOM, 2023.



BEl Al on the edge: service perspective s. dsg

. New neural architecture designs

o Create “bottlenecks” to facilitate split computation & reduce traffic/latencies
o “Lightweight” DNNs (e.g., MobileNet)
o Compression techniques

. Special purpose service orchestrators for ML

« Often, interesting distributed computing problems
o E.g., consistency, reliability, incentives, ...
o Straggler mitigation in FL



B Orchestrating Al/ML workflows s~. dsg

. Al both for and on the edge

. Training & model serving over edge-to-cloud infrastructure: two phases that
alternate

. Retraining due to engineering decisions (e.g., change model architecture), data
distribution shifts

. Model redeployment necessary
> After retraining (new model)
- Following infrastructure changes, demand/workload shifts (e.g., server becomes
congested, user mobility, etc.)



B Orchestrating Al/ML workflows s- dsg

e Federated learning

A server coordinates distributed training in rounds

Recruited devices (workers) train Deep Neural Network on local data
Workers report computation results (privacy, less traffic)

O
O
O
o Server aggregates reports, produces “global” model, recruits for next round

® Distributed DNN model serving
o Receives the outcome of training (DNN), slices it layer-wise
o Deploys layers on compute nodes, takes care of “plumbing”
o Provides API for inference serving

® |terative procedure: DNN redeployment when necessary

P. A. Frangoudis, M. Reisinger, S. Dustdar, “Recursive design for data-driven, self-adaptive loT services,” Proc. IEEE SOSE, 2021.



Mﬂ Phase 1: Hierarchical FL
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Adaptation logic, policy-related info [Service Provider, Node Operator]:
Worker selection criteria, requirements/constraints on performance, capacity, reliability, cost,
privacy, how to trigger model adaptation (training round frequency), etc.

Trained model

P. Kairouz et al., "Advances and Open Problems in Federated Learning," CoRR abs/1912.04977 (2019)
K.-S. Wong et al., "An Empirical Study of Federated Learning on loT-Edge Devices: Resource Allocation and
Heterogeneity," CoRR abs/2305.19831, 2023.

. dsg

Recursive architecture: FL workers
organized in a hierarchy

Same role, different internals

Node abstraction: Resource
mgmt, capability exposure (e.g.,
node reliability)

Adaptation space: Optimal worker
selection, (re-)clustering

Hierarchy reduces complexity
(delegate selection responsibility,
reduce search space)

Different adaptation logic per
hierarchy level (e.g., different
worker selection criteria)



BHE phase 2: Inference serving

Inference serving

[loT device domain] [edge/fog domain]

[cloud domain]
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Trained model

Adaptation logic, policy-related info [Service Provider, Node Operator]:
Placement/resource allocation algorithm, objectives, constraints/
requirements, how to trigger placement adaptations, etc.

. dsg

Single-node abstraction: Each node that hosts DNN
components can correspond to single device or
arbitrary structure (e.g. cluster)

Adaptation space: Optimal dev-to-cloud layer
placement, redeployment triggers, monitoring

As before, hard optimization problem
Reduced complexity due to abstraction

Recursive resource mgmt: node pools domain
resources, decides on internal service placement

Custom adaptation logic (e.g., different DNN orch.
algorithms for different user/provider intent)

Split computing runtime on top of PyTorch:
https://github.com/MatthiasJReisinger/addnn
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Bl Observations s. dsg

Resources in the continuum are there, but how to harness them?

Significant heterogeneity the more we move towards the edge.
o Device capabilities, performance, interfaces to compute, communication & sensing resources.

A multitude of users and organizations operating edge infrastructure: massively multi-domain
o Think of each individual user or organization as a micro-provider of edge resources.

@Edge: resource volatility due to mobility, network instability, device unreliability, resource shortage

Management and orchestration tasks are less straightforward than in the cloud.
o Configuring, scaling, migrating, ensuring availability/fault tolerance, ...

Significant engineering, operational, and management challenges!



B Some key challenges :%:dsg

e Dealing with infrastructure and service environment dynamics

e Engineering complex loT systems: developer barriers due to heterogeneity
e Operating complex loT systems: orchestration and management

e User empowerment and incentives for resource provision



BB What we envision s~. dsg

e Dynamic composition and orchestration of reconfigurable data-driven loT systems...
O ... of arbitrary structure and complexity, from pico-scale devices to complex loT ecosystems

O ... over a multitude of diverse, multi-purpose devices
e Optimal use of resources along the compute continuum

e Supporting fluid deployment, autonomous operation, adaptive configuration, elastic scaling
across administrative boundaries

e Following user, service provider, and infrastructure owner requirements and intent



BB What is needed . dsg

e |Intelligent and adaptive distributed runtime environments — middleware support

e Offering primitives to loT service providers to develop and inject custom adaptation logic
O  Building on resource and data abstractions provided by the runtime environment

O Infrastructure agnosting, to the extent possible, and not needing to worry much about heterogeneity
® Expressive interfaces to define data and resource access policies
e Support for automated service negotiation, resource recruitment, and accounting
e Cross-domain operation & native support for information scoping, thus enhancing privacy
® Even further, need new design & mgmt paradigms allowing DCCS to learn & self-adapt

O Dustdar et al. on DCCS

S. Dustdar, V. Casamayor-Pujol, P.K. Donta, “On Distributed Computing Continuum Systems,” IEEE Trans. Knowl. Data Eng., vol. 35(4), 2023.



Thank you!

Dr. Pantelis Frangoudis
http://dsg.tuwien.ac.at

SLO Framework Workshop Prerequisites

Please set up prerequisites until tomorrow noon
Easy, but downloads ~2 GB of container images

https://github.com/polaris-slo-cloud/aio-twin-workshop

Polaris Workshop at AloTwin Summer School 2023

This is the tutorial for the Polaris SLO Framework workshop held at the AloTwin Summer School 2023.

Prerequisites

Before starting the tutorial, please clone this repository and install the prerequisites.

Tutorial

dsg



