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Data is still increasing

e Phones and tablets are the primary computing devices for many people
e Strong sensors on these devices (camera, microphone, GPS)
e Frequently carried => They access a huge amount of private data

e Models learned on this data have the potential of greatly improving
usability

e Data is sensitive: there are risks and responsibilities to storing it
centralized, data protection laws etc.

Image by McMahan and Ramage



Federated learning

e Introduced by Google in 2016
e Shared models trained on decentralized data: federated learning
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Figure from Nvidia



https://blogs.nvidia.com/blog/2019/10/13/what-is-federated-learning/

FL is a special case of decentralized learning

e Decentralized learning: peer-to-peer communication
e Federated learning: central server orchestrates the learning
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Decentralized adaptive clustering of deep nets is beneficial for client collaboration
https://arxiv.org/abs/2206.08839, E. Listo Zec et al.
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Kairouz, Peter, et al. "Advances and open problems in federated learning." arXiv preprint arXiv:1912.04977 (2019).
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Core challenges with federated learning

e Communication costs: wireless communication can be unstable, limited bandwidth
e Heterogeneous client data: non-iid distributions. Distributions differing between clients.
e Heterogeneous systems: variability in hardware, network connectivity, devices dropping out

e Privacy: Communicating gradients/weights is not completely private '

'H. B. McMahan, D. Ramage, K. Talwar, and L. Zhang. Learning differentially private recurrent language models. In International
Conference on Learning Representations, 2018




Problem formulation: federated optimization
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e  Select a C-fraction of clients on each round

o  Controls global batch size

o  C =1 corresponding to full-batch (non-stochastic) gradient descent
e  Each client k computes a gradient on its local data

g = VFi(wy)

o |

e  The gradients are sent to the central server, which averages them:
The amount of computation is controlled

k
w — Wy — k by three key parameters:
t+1 ng e C: the fraction of clients that perform computation
T k on each round
W41 < E :k: i & wt_|_ 1 e  E: the number of training passes each client makes

over its dataset
° B: the local minibatch size used for the client
updates.
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Question: For general non-convex objectives, doesn’t averaging models in
parameter space produce an arbitrarily bad model?




Question: For general non-convex objectives, doesn’t averaging models in
parameter space produce an arbitrarily bad model?

Answer: Yes and no!
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Communication-Efficient Learning of Deep Networks from Decentralized Data (McMahan et al., AISTATS 2017)




Non-identical client distributions

e Feature distribution skew (covariate-shift): The marginal distributions P;i(z)

may vary across clients, even if P(z|y) is the same.
o For example, in a handwriting recognition domain, users who write the same words might still
have different stroke width, slant, etc
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Non-identical client distributions

e Feature distribution skew (covariate-shift): The marginal distributions P;(z)

may vary across clients, even if P(z|y) is the same.
o For example, in a handwriting recognition domain, users who write the same words might still
have different stroke width, slant, etc
Label distribution skew (prior probability shift): The marginal distributions 7;(y)

may vary across clients, even if P(z|y) is the same.
o For example, when clients are tied to particular geo-regions, the distribution of labels varies
across client (kangaroos only exist in Australia; a person’s face is only in few locations
world-wide) 1 S R A B B
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e Same label, different features (concept shift): The conditional distributions Pi(z|y)

may vary across clients, even if P(y) is the same.
o Label y could have different features x for different clients: cultural differences, weather, etc.
o Images of homes can vary dramatically around the world and items of clothing vary widely.
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may vary across clients, even if P(y) is the same.
o Label y could have different features x for different clients: cultural differences, weather, etc.
o Images of homes can vary dramatically around the world and items of clothing vary widely.

Same features, different label (concept shift): The conditional distributions Pi(y|x)

may vary across clients, even if P(z) is the same.
o Because of personal preferences, the same feature vectors in a training data item can have

different labels
o For example, labels that reflect sentiment or next word predictors have personal and regional

variation.
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Heterogeneous client data
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Federated learning with non-iid data, Y Zhao, M Li, L Lai, N Suda, D Civin, V Chandra, arXiv preprint arXiv:1806.00582, 2018



Current strategies for dealing with non-iid data

e Augment data in order to minimize distributional differences

e Regularising the loss in order to mitigate “client drift”
o i.e. ensuring that local updates do not diverge wrt global model

e Pre-training, local fine-tuning, meta learning




DAC: Decentralized adaptive clustering E; ‘ = Ei ‘

[ X1
e Kclients with different but similar tasks (covariate/label shift) H '<:> H ‘
e (Can communicate models, but not data

Decentralized

e How should they efficiently communicate to solve their own local task?
Random communication sub-optimal, and detrimental in worst case
Previous work focus on hard clustering, which fails in many realistic scenarios
e QOur proposed method DAC solves the problem with soft clustering

E. Listo Zec et al. "Decentralized adaptive clustering of deep nets is beneficial for client
collaboration." International Workshop on Trustworthy Federated Learning. Cham: Springer
International Publishing, 2022.




DAC: Decentralized adaptive clustering

e Peer to peer communication: different but similar learning tasks

(covariate/label shift)
e Instead of random communication, clients collaborate via a similarity based

sampling strategy |
o  Similarity is defined by training loss of client i on data of client j
Ei — H
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E. Listo Zec et al. "Decentralized adaptive clustering of deep nets is beneficial for client
collaboration." International Workshop on Trustworthy Federated Learning. Cham: Springer
International Publishing, 2022.




Experiments

Covariate-shift: Rotated CIFAR-10 and rotated Fashion-MNIST

Label-shift: CIFAR-10, clients split into “vehicles” and “animals”

40 clients (500 samples/client)
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collaboration." International Workshop on Trustworthy Federated Learning. Cham: Springer

International Publishing, 2022.



Results (label shift)

40 clients with only ‘vehicles’ classes
60 clients with only ‘animal’ classes

Heatmap: number of times client x communicated with client y

(b) DAC-var (c) PENS (d) Oracle

Table: Test accuracies for label shift on CIFAR-10.
Method Vehicles Animals Mean
DAC 55.01 35.40 45.21
DAC-var 54.91 35.24 15.08
Random 17.28 32.54 39.91
PENS 30.78 35.53 33.16
Local 51.10 35.11 13.11

E. Listo Zec et al., "Decentralized adaptive clustering of deep nets is beneficial for client
collaboration." International Workshop on Trustworthy Federated Learning. Cham: Springer
International Publishing, 2022.




Conclusions

e DAC does not have any hard cluster assignments, thus it has the
possibility to communicate with any client in the network, as opposed to
previous work

e Our results show that this also leads to better generalization in terms of test

accuracy
e Label shiftis harder than covariate shift, in our experiments

E. Listo Zec et al., "Decentralized adaptive clustering of deep nets is beneficial for client
collaboration." International Workshop on Trustworthy Federated Learning. Cham: Springer
International Publishing, 2022.




Problem with the optimization in FL: distributional shift

An assumption made in most work is that the domains (clients) seen during
training make up the whole distribution.

However: Is the distribution over domains (clients) that we see during training the
distribution we expect to see at inference? Probably not.

min £(w) = min — Z]E(a:,y)rvpk Uk (w; z,y)]

weERC weERI N




Federated learning and domain generalization

In domain generalization we have m source (training) domains £ = {e1, ..,em }
The risk associated with a domain:

R.(0) =E ~P.(xe(fo(x),y e Similar to federated learning

e( ) (z,y)~Pe(X,Y) ( ( ) : ) e Key difference being that you never
have access to the pooled data in FL

e Instead, you have access to models

RERM(@) — E(a:,y)rvueegDe f(fe(x), y) (or gradients)
=Y ID[Eq gy, Ufo(@),y)

Standard ERM over all domains:




Problems with previous work in FL and domain generalization

e All domains are often pooled together, without any domain similarity’ notion
e RQ1: Can we define a meaningful distance (similarity) between two datasets
D1 and D1?
o ldeally this should correlate with how similar two domains are and be predictive of transfer
learning success across various domains
®

Intuitively, this should help in domain generalization (and federated learning)




Current work in process

e Study distributional shift from causal perspective, with some confounder u

e Assuming the differences between domains stems from shifts wrt p, (u) for
domains k =1,...,K

o p(z,y,u) =plu)p(z|lu)p(yle,u).

e p(u) differs, but the others are the same between domains




Current work in process

e Can we quantify excess risk betweens domains?

e In which cases are federated learning beneficial?
o  What assumptions on similarity between tasks are needed?

/ po(z, y) (07 — y)2d(z, y)




Thank you for listening!

If you found this interesting, | am always interested in
collaborations and discussions:
edvin.listo.zec@ri.se
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